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Abstract

This report describes our method for the SLAM task of the HILTI–Trimble SLAM Challenge 2026.
The system takes equirectangular 360-degree panoramic images as visual input and jointly uses point and
line features in a keyframe-based SLAM framework. The main framework is based on Structure PLP-
SLAM [2]. Since the original Structure PLP-SLAM implementation follows the OpenVSLAM code
base [3], we rebased it onto the more recent Stella-VSLAM 0.3.11 and updated the panoramic subsystem
for equirectangular point-line SLAM. For low-texture areas, long corridors, repetitive structures, and dark
regions in construction environments, line segment observations are lifted from a conventional image-
plane model to a spherical bearing model, and panoramic line constraints are introduced in tracking,
local mapping, and global optimization. The IMU is not used as the main full metric VIO backbone in
the final system. Instead, it is used mainly for rotation-prioritized tracking bridge, pose-prior projection
relocalization, and recovery in difficult segments. The final result reaches a mean coverage of 99.9606%,
and a Final Score of 1226.7937 on the 25 official evaluation sequences. Compared with the original Stella-
VSLAM, our method provides better scale consistency over long sequences and significantly accelerates
relocalization through IMU pose priors and point-line projection recovery.

The running results of the current system on the five early-release ground-truth sequences can be
viewed at the link.

1 Task and System Overview

The SLAM task requires estimating the trajectory of the Insta360 camera for each run in an arbitrary SLAM
world coordinate frame. The trajectory is submitted in the TUM format as follows:

t, x, y, z, qx, qy, qz, qw,

per line of a text file. Each run must achieve at least 99% coverage; otherwise, the score of that run is set to
zero.

Our method uses equirectangular panoramic images generated from the dual-fisheye images, together
with the raw IMU measurements. The floor plan is not used for trajectory estimation or post-processing.
The early-release ground truth is used only for offline validation and parameter selection, not for manual
correction of submitted trajectories.

The engineering backbone of the system is derived from Structure PLP-SLAM [2], which extends the
OpenVSLAM-style keyframe pipeline with point, line, and plane structural mapping. For this challenge, we
rebased the OpenVSLAM-based Structure PLP-SLAM implementation onto Stella-VSLAM
(https://github.com/stella-cv/stella_vslam) 0.3.11. On top of that rebased system, we updated
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the panoramic camera pathway so that feature extraction, point and line projection, line residuals, tracking,
local mapping, and relocalization all operate consistently under the equirectangular spherical-bearing model.

The overall system can be abstracted as:

S = (Fp,Fl,M,Bpl,Rimu) ,

where Fp is the point-feature frontend, Fl is the line-feature frontend, M is the keyframe map, Bpl is the
point-line bundle adjustment module, andRimu is the IMU-assisted relocalization and bridge module.

2 Panoramic Visual Model

2.1 From Equirectangular Pixels to Spherical Bearings

Let the panoramic image width be W and its height be H . Let the pixel coordinate be u = (u, v)⊤. The
equirectangular-to-sphere projection first maps the pixel to longitude λ and latitude ϕ:

λ =

(
u

W
− 1

2

)
2π, ϕ = −

(
v

H
− 1

2

)
π. (1)

The corresponding unit spherical bearing is

b(u) =

cosϕ sinλ− sinϕ
cosϕ cosλ

 ∈ S2. (2)

The inverse projection from a bearing b = (bx, by, bz)
⊤ is noted πeq(·) and follows the below steps:

ϕ = − arcsin(by), λ = atan2(bx, bz), (3)

and:
u = W

(
1

2
+

λ

2π

)
, v = H

(
1

2
− ϕ

π

)
. (4)

Therefore, the basic observation in panoramic SLAM is not a normalized point on a perspective image
plane, but a unit direction vector on the sphere.

2.2 Point Feature Residual

For a world point Pw
j and a camera pose Tcw = (Rcw, tcw), made of rotation matrix Rcw and translation

vector tcw, its direction in the camera frame is:

b̂ij =
RcwPw

j + tcw∥∥∥RcwPw
j + tcw

∥∥∥ . (5)

Projecting b̂ij to the panorama gives ûij = πeq(b̂ij). The point residual is:

rpij = uij − πeq

 RcwPw
j + tcw∥∥∥RcwPw
j + tcw

∥∥∥
 . (6)
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3 Panoramic Line Feature Modeling

3.1 Line Segment Observation and Interpretation Plane

Let the endpoints of a detected 2D line segment in frame i be:

usiℓ, and ueiℓ.

Using (1) and (2), the endpoint bearings are:

bsiℓ = b(usiℓ), and beiℓ = b(ueiℓ). (7)

These two bearings and the camera center define an interpretation plane, whose normal vector is:

niℓ =
bsiℓ × beiℓ∥∥bsiℓ × beiℓ

∥∥ . (8)

Thus, a panoramic line segment is no longer interpreted as a straight line on a conventional image plane, but
as a 3D interpretation plane corresponding to a great-circle arc on the sphere.

3.2 Spherical Arc-Length Filtering

Candidate line detections are filtered by their spherical arc length. The angular length between the two
endpoints is:

αiℓ = arccos
(
clip

(
(bsiℓ)

⊤beiℓ,−1, 1
))

. (9)

Considering the threshold arc angle αmin, the line segment is kept only if:

αiℓ ≥ αmin. (10)

This filter removes line segments compressed near the polar regions, short spurious detections, and geomet-
rically weak line observations.

3.3 3D Line Representation

The 3D lines in the map are represented with Plucker coordinates:

Lj =

[
mj

dj

]
, mj = p0 × dj , (11)

where dj is the line direction and mj is the moment. In local bundle adjustment, we optimize the line with
an orthonormal minimal representation to avoid directly optimizing the redundant 6D Plucker parameters.

3.4 Panoramic Line Reprojection Residual

Given a camera pose Tcw and a world-frame 3D lineLj , the line is transformed into the current camera frame
as: [

mc

dc

]
=

[
Rcw [tcw]×Rcw

0 Rcw

] [
mw

dw

]
. (12)

The predicted interpretation-plane normal in the current camera frame is:

n̂ij =
mc

‖mc‖
. (13)

If the pose and the 3D line are correct, the observed endpoint bearings should lie on this interpretation plane:

n̂⊤ijbsiℓ = 0, n̂⊤ijbeiℓ = 0.

Therefore, the line residual is defined as:

rlij =
[
n̂⊤ijbsiℓ
n̂⊤ijbeiℓ

]
. (14)

This residual is used in tracking pose-only optimization as well as local and global point-line bundle adjust-
ment.
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3.5 Joint Point-Line Optimization

For a local keyframe window K, a point map P , and a line map L, the visual backend minimizes

min
{Ti},{Pj},{Lk}

∑
(i,j)∈Op

ρp

(
‖rpij‖

2
Σ−1

p

)
+

∑
(i,k)∈Ol

ρl

(
‖rlik‖2Σ−1

l

)
, (15)

where ρp, ρl are robust kernels and Σp,Σl covariance matrices. Since a point landmark is 3D and the min-
imal line landmark state is 4D, the optimizer needs a dynamic block solver that supports mixed landmark
dimensions.

3.6 Line Endpoint Trimming

Bundle adjustment optimizes an infinite 3D line rather than the finite segment currently observed in the image.
To keep map line segments visible and geometrically consistent, after optimization the observed bearing is
projected onto the predicted interpretation plane:

b̃ =
b− n̂⊤b n̂

‖b− n̂⊤b n̂‖
. (16)

The finite endpoints are then recovered in the world frame from the closest points between the camera rays
and the 3D line. This step suppresses endpoint drift, segment collapse, and inconsistent line visualization.

4 IMU-Assisted Relocalization

4.1 IMU Measurement Model

The gyroscope and accelerometer measurements are modeled as:

ωm = ω + bg + ng, (17)

am = Rbw (aw − gw) + ba + na, (18)
where bg, ba are the gyroscope and accelerometer biases, and ng, na are measurement noises.

In a full VIO system, IMU preintegration between adjacent keyframes can be represented as:

∆Rij , ∆vij , ∆pij . (19)

In our work, however, the IMU is mainly used for a rotation-prioritized tracking bridge and does not directly
dominate the global translation scale.

4.2 Rotation-Prioritized Propagation

Let the previous IMU body orientation beRw
b,k−1. Given IMU samples in the interval (tk−1, tk], and ignoring

short-term bias variation, the rotation propagation is:

R̂w
b,k = Rw

b,k−1

∏
r

Exp ((ωm,r − bg)∆tr) . (20)

If the camera-to-IMU body extrinsic is Tb
c = (Rb

c, tbc), the predicted camera rotation is:

R̂w
c,k = R̂w

b,kR
b
c. (21)

When the bridge is active and the freeze-translation strategy is used, translation is not accumulated from
IMU integration:

p̂wc,k = pwc,k−1. (22)
The predicted pose is therefore

T̂w
c,k =

[
R̂w
c,k p̂wc,k
0⊤ 1

]
. (23)

This strategy sacrifices translation prediction during long visual outages, but prevents wrong scale estimates
from being rapidly amplified in low-texture regions.
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4.3 Compensation for 180-Degree Image Rotation

The exported HILTI panoramic images are rotated by 180 degrees, while the IMU measurements remain in
the original coordinate system. For equirectangular images, the pixel transformation:

(u, v) 7→ (W − 1− u,H − 1− v),

leads to:
λ′ = −λ, ϕ′ = −ϕ,

and therefore the bearing transformation is:

b′ =

−bx
−by
bz

 = Rz(π)b. (24)

The camera-side extrinsic is corrected accordingly:

Rbc′ = Rz(π)Rbc, tbc′ = Rz(π)tbc. (25)

This compensation is essential for making the IMU rotation prior consistent with the rotated panoramic im-
ages.

4.4 Pose-Prior Candidate Filtering

Let the pose prior of the current frame given by the IMU bridge be T̂w
c,k, and let the pose of a candidate

keyframe be Tw
c,j . The candidate must satisfy distance, resp. angle, thresholds dmax, resp. θmax:∥∥p̂wc,k − pwc,j

∥∥ < dmax, (26)

θ =
∥∥∥Log((R̂w

c,k)
⊤Rw

c,j

)∥∥∥ < θmax. (27)

This reduces the global relocalization problem to a local candidate set that is consistent with the IMU pose
prior.

4.5 Projection Relocalization with an IMU Prior

For candidate keyframes satisfying Eqs. (26)–(27), the system uses T̂w
c,k to project candidate map points and

map lines into the current frame and match them. The current-frame pose is recovered by minimizing the
following point-line objective:

min
Tk∈SE(3)

∑
(i,j)∈Mp

ρp

(
‖rpij(Tk)‖2Σ−1

p

)
+

∑
(i,ℓ)∈Ml

ρl

(
‖rliℓ(Tk)‖2Σ−1

l

)
+ λ

∥∥∥Log(T̂−1
c,kTk

)∥∥∥2
Σ−1

T

. (28)

The last term penalizes excessive pose jumps with respect to the IMU bridge prior. The final acceptance
criteria include the number of point inliers, line inliers, total effective support, translation jump, and rotation
jump.

4.6 Bridge State Machine

IMU-assisted relocalization is organized as a state machine:

Tracking → IMU Bridge → Provisional Recovery → Visual Confirmation → Tracking. (29)

When visual tracking fails, the system enters the IMUBridge state and maintains the pose prior according
to (23). It then tries the following recovery strategies in order:
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1. pose-prior projection relocalization;

2. cached direct candidate recovery;

3. cached local-map recovery;

4. cached keyframe relocalization;

5. global Bag-of-Words (BoW) relocalization.

If a frame does not yet have enough support for a formal recovery, but its pose jump is small and its raw
support is sufficiently high, the system enters provisional recovery. The bridge is cleared only after several
consecutive frames satisfy the effective landmark support threshold.

5 Trajectory Coverage Completion

The official coverage requirement demands enough trajectory poses over the image time range. Let the image
timestamp set be Timg, and let the raw SLAM output timestamp set be Tslam. For each t ∈ Timg, if t /∈ Tslam,
a deterministic completed pose is generated:

p(t) = (1− α)p(ta) + αp(tb), α =
t− ta
tb − ta

, (30)

q(t) = slerp (q(ta), q(tb), α) , (31)

where ta < t < tb are neighboring valid output timestamps. If the missing timestamp is before the first valid
pose, the identity pose is used; if it is after the last valid pose, the last valid pose is reused. This process
does not use ground truth or floor plans; it only ensures submission-format and coverage completeness with
hypothesized, not necessarily accurate, history.

6 Experimental Results

6.1 Challenge dataset

Table 1 reports the final metrics on the 25 official evaluation sequences. All sequences satisfy the official
99% minimal coverage threshold. The mean coverage is 99.9606%, and the Final Score is 1226.7937.

Table 1: Final evaluation results. The Status and Notes columns do not contain method-
related information and are omitted.

Dataset RMSE Mean Max Min Coverage Poses Exp Score

floor_1_2025-07-07_run_1 0.9731 0.8813 1.8963 0.0551 100.0000 3959 67.8053
floor_1_2025-12-02_run_1 0.7182 0.6304 1.4844 0.0200 100.0000 8172 75.7365
floor_2_2025-12-02_run_1 3.8063 3.4142 7.4621 0.8731 100.0000 4309 26.6704
floor_2_2025-12-03_run_1 5.4748 5.2037 8.3429 2.1024 100.0000 4416 12.3194
floor_3_2025-05-19_run_1 2.0898 1.9498 3.1548 0.2087 100.0000 3383 43.3312
floor_3_2025-12-02_run_1 1.7287 1.2625 5.5535 0.1941 100.0000 3893 62.1226
floor_4_2025-05-19_run_1 8.4394 7.5464 13.0518 0.4588 100.0000 2616 10.9204
floor_4_2025-12-02_run_1 0.9171 0.8084 1.7084 0.0558 100.0000 5688 70.2471
floor_5_2025-12-02_run_1 0.7580 0.6693 1.5496 0.0257 100.0000 4731 74.4558
floor_6_2025-06-18_run_1 1.6651 1.5876 2.6047 0.2343 100.0000 2029 49.5329
floor_6_2025-07-07_run_1 1.1429 1.0852 1.8507 0.2907 100.0000 2104 61.5153
floor_6_2025-12-02_run_1 3.5161 3.2051 6.7333 0.1232 99.9802 5040 28.1456
floor_6_2025-12-02_run_2 0.1903 0.1703 0.4553 0.0083 99.0976 3624 92.5292
floor_7_2025-12-02_run_1 2.2811 2.1095 3.9642 0.1960 100.0000 3479 41.0495
floor_7_2025-12-02_run_2 3.0282 2.5719 14.7630 0.1599 100.0000 4539 36.5135
floor_7_2025-12-03_run_1 0.6219 0.5435 1.1512 0.0736 100.0000 5877 78.6053
floor_EG_2025-10-16_run_1 6.8681 6.4704 11.7250 2.0586 100.0000 7170 8.3049
floor_EG_2025-12-02_run_1 2.9591 2.8287 5.4828 1.2047 100.0000 3710 29.3080
floor_EG_2025-12-02_run_2 0.5299 0.4587 4.4992 0.1282 99.9373 4785 81.4740

Continued on next page
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Dataset RMSE Mean Max Min Coverage Poses Exp Score

floor_UG1_2025-05-19_run_1 1.7259 1.5526 3.5318 0.1653 100.0000 6010 51.7681
floor_UG1_2025-06-18_run_1 1.0906 0.9925 2.2892 0.2105 100.0000 4889 64.6271
floor_UG1_2025-12-02_run_1 1.7902 1.6146 4.4411 0.1842 100.0000 7551 50.5370
floor_UG1_2025-12-02_run_2 8.9757 7.9314 15.4073 0.1789 100.0000 6502 12.3939
floor_UG1_2025-12-03_run_1 0.6041 0.5608 1.1702 0.0180 100.0000 3973 77.6478
floor_UG2_2025-12-02_run_1 5.1223 4.6307 8.9690 0.5895 100.0000 6607 19.2327

Mean Results 2.6807 2.4272 5.3297 0.3927 99.9606 – –
Final Score – – – – – – 1226.7937

6.2 Early-Release Ground-Truth Evaluation

We also evaluated the current system on the five early-release ground-truth sequences. Table 2 summarizes
the quantitative results. APE Sim3 and RPE Sim3 use similarity alignment and therefore evaluate the trajec-
tory shape after scale correction, while APE SE3 uses rigid alignment and exposes the remaining raw-scale
inconsistency. Figure 1 shows the corresponding APE Sim3 XY trajectory plots.

Table 2: Evaluation on the five early-release ground-truth sequences. Errors are reported in meters.
Sequence Matches Coverage Scale APE Sim3 APE SE3 RPE Sim3

floor_1/2025-05-05/run_1 3923/3923 100.0000 0.4926 0.9853 13.8452 0.0496
floor_2/2025-05-05/run_1 5594/5594 100.0000 7.1799 1.4112 12.2273 0.0411
floor_2/2025-10-28/run_1 3066/3067 99.9674 1.3396 2.7685 4.2712 0.2370
floor_2/2025-10-28/run_2 2569/2569 100.0000 1.4842 3.7559 4.6673 0.0807
floor_UG1/2025-10-16/run_1 6124/6124 100.0000 0.8598 1.8852 3.5592 0.0522

Mean / Total 21276/21277 99.9953 – 2.1612 7.7140 0.0921

7 Discussion

7.1 Contribution of Line Features

The main contribution of line features is to convert long structural boundaries, wall corners, column edges,
and corridor directions into stable geometric constraints. Compared with point features, line features are more
sensitive to low-texture planes. Compared with conventional perspective line models, the proposed bearing–
interpretation-plane residual naturally handles seams and nonlinear deformation in 360-degree panoramas.

7.2 Contribution of the IMU

The main contribution of the IMU is not to directly recover a full metric scale, but to maintain a rotation
prior when visual tracking becomes weak. This transforms relocalization from global appearance retrieval
into local projection matching, significantly reducing idle time in the Lost state and improving coverage.

7.3 Current Limitations

The system still has three main limitations:

1. The stitched dual-fisheye panorama is not a strictly central camera, which can affect triangulation and
scale estimation to some extent;

2. Although we use the IMU, the main system is still a monocular visual SLAM system, so the scale remains
in the normalized coordinate system after panoramic-camera initialization;

3. When evaluating sequences without ground truth feedback, we observed low-score cases caused by in-
accurate scale estimation.
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floor_1/2025-05-05/run_1 floor_2/2025-05-05/run_1

floor_2/2025-10-28/run_1 floor_2/2025-10-28/run_2

floor_UG1/2025-10-16/run_1

Figure 1: APE Sim3 XY trajectory plots for the five early-release ground-truth sequences.
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8 Conclusion

Our method uses a Structure PLP-SLAM based point-line SLAM backbone, rebased onto Stella-VSLAM
0.3.11 and updated for panoramic visual geometry. It also uses the IMU to build a rotation-prioritized tracking
bridge and a fast relocalization mechanism. Line features are integrated into the panoramic SLAM backend
through spherical bearings, interpretation planes, Plucker lines, and joint point-line bundle adjustment. The
IMU provides pose priors and candidate constraints, improving continuity and coverage in difficult segments.
The final result reaches a mean RMSE of 2.6807 m, a mean coverage of 99.9606%, and a Final Score of
1226.7937 on the 25 official evaluation sequences. Compared with the original Stella-VSLAM, the main
advantages of our method are long-sequence scale consistency, low-texture structural constraints, and fast
relocalization recovery.

References

[1] S. Centanni, Y. Zhang, Y. Tao, J. Kindle, F. Neuhaus, T. Koß, A. Patel, M. Helmberger, E. Szymańska,
T. Gräber, and M. Fallon, Hilti–Trimble–Oxford Dataset: 360 Visual-Inertial Benchmark with Floor
Plan Priors for SLAM and Localization, 2026. Available: https://github.com/Hilti-Research/
hilti-trimble-slam-challenge-2026.

[2] F. Shu, J. Wang, A. Pagani, and D. Stricker, Structure PLP-SLAM: Efficient Sparse Mapping and Local-
ization using Point, Line and Plane for Monocular, RGB-D and Stereo Cameras, in Proceedings of the
2023 IEEE International Conference on Robotics and Automation (ICRA), pp. 2105–2112, 2023. doi:
10.1109/ICRA48891.2023.10160452.

[3] S. Sumikura, M. Shibuya, and K. Sakurada, OpenVSLAM: A Versatile Visual SLAM Framework, in Pro-
ceedings of the 27th ACM International Conference on Multimedia (MM ’19), Nice, France, pp. 2292–
2295, 2019. doi: 10.1145/3343031.3350539.

[4] J. Kim, C. Choi, H. Jang, and Y. Kim, LDL: Line Distance Functions for Panoramic Localization, arXiv
preprint arXiv:2308.13989, 2023. doi: 10.48550/arXiv.2308.13989.

9

https://github.com/Hilti-Research/hilti-trimble-slam-challenge-2026
https://github.com/Hilti-Research/hilti-trimble-slam-challenge-2026
https://doi.org/10.1109/ICRA48891.2023.10160452
https://doi.org/10.1145/3343031.3350539
https://doi.org/10.48550/arXiv.2308.13989

	Task and System Overview
	Panoramic Visual Model
	From Equirectangular Pixels to Spherical Bearings
	Point Feature Residual

	Panoramic Line Feature Modeling
	Line Segment Observation and Interpretation Plane
	Spherical Arc-Length Filtering
	3D Line Representation
	Panoramic Line Reprojection Residual
	Joint Point-Line Optimization
	Line Endpoint Trimming

	IMU-Assisted Relocalization
	IMU Measurement Model
	Rotation-Prioritized Propagation
	Compensation for 180-Degree Image Rotation
	Pose-Prior Candidate Filtering
	Projection Relocalization with an IMU Prior
	Bridge State Machine

	Trajectory Coverage Completion
	Experimental Results
	Challenge dataset
	Early-Release Ground-Truth Evaluation

	Discussion
	Contribution of Line Features
	Contribution of the IMU
	Current Limitations

	Conclusion

