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Abstract—I present a visual-inertial SLAM pipeline built on
ORB-SLAMS3 for the Hilti-Trimble SLAM Challenge 2026. The
pipeline adapts ORB-SLAM3 to a front-rear, non-overlapping
dual-fisheye rig by keeping a single body-centric inertial trajec-
tory while making the visual frontend, mapping, optimization,
and loop-closure paths camera-aware. The main modifications
are: (1) a front-rear visual-inertial architecture in which both
cameras constrain the same body state through calibrated ex-
trinsics, (2) a camera-aware loop-closure module with floorplan-
based false-loop rejection, (3) row-time-aware rolling-shutter
handling for feature tracking and bundle adjustment, (4) a start-
aligned initialization strategy for challenge trajectory alignment,
and (5) a rotation-aware IMU preintegration variant for high-
turn-rate motion. These changes preserve the main ORB-SLAM3
optimization structure while adapting the system to the geometry
and motion patterns of the challenge sequences.

I. SYSTEM ARCHITECTURE
A. Shared Body-Centric State

The main architectural modification is to extend ORB-
SLAM3’s monocular-inertial pipeline from a single visual
stream to a front-rear, non-overlapping dual-fisheye rig. The
system keeps a single body-centric visual-inertial state rather
than maintaining separate trajectories for the two cameras. At
keyframe k, the state is
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where T, € SE(3) is the body pose, v* is the body velocity,
and b’; and b* are the gyroscope and accelerometer biases.
The front and rear cameras are attached to the same body
frame through calibrated extrinsics Ty and T,

B. Rear Camera as a Second Observation Channel

Initialization follows the monocular-inertial initialization
path of ORB-SLAM3 [2] using the front camera. After the
map is initialized, the rear camera is introduced as a second
monocular observation channel. Rear measurements can par-
ticipate in tracking, local map search, keyframe observation
storage, and visual-inertial optimization. The rear stream is
therefore not only a place-recognition cue; it can also provide
projection constraints on the shared inertial trajectory.

The two visual streams are kept camera-aware at the mea-
surement level. The pipeline does not rely on same-timestamp
front-rear feature matches or front-rear triangulation. Rear map
points, when created, are obtained from temporal rear-rear
keyframe observations and remain associated with the rear
camera channel. During optimization, front and rear obser-
vations constrain the same body state through their respective
projection models.

C. Camera-Indexed Visual-Inertial Objective

At the estimator level, the objective keeps the same visual-
inertial least-squares structure as ORB-SLAM3, but with
camera-indexed visual residuals:
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Here ¢ denotes the camera channel, f for the front camera
and r for the rear camera. This formulation preserves one
inertial backbone while allowing both cameras to contribute
monocular constraints through their calibrated extrinsics. In
practice, this required making several originally single-camera
components camera-aware, including feature storage, obser-
vation bookkeeping, projection edges, local map search, and
loop-candidate provenance.
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II. CAMERA-AWARE LOOP CLOSURE AND FLOORPLAN
FILTERING

A. Camera-Pair Retrieval

The loop-closing module was extended from ORB-
SLAM3’s single-camera place-recognition path to a camera-
aware retrieval and verification pipeline. For each keyframe,
front and rear BoW vectors are stored separately. During loop
detection, each available query vector is matched against both
front and rear inverted files. A retrieved candidate therefore
carries not only a keyframe id and score, but also the camera-
pair provenance that produced it:

(qucd) € {f,T'} X {f,?’}. (3)
B. Candidate Merging

Candidate keyframes returned from different camera-pair
queries are merged and de-duplicated at the keyframe level,
while retaining the best score and the corresponding camera-
pair provenance. This keeps the retrieval stage compatible
with front-front, rear-rear, and cross-camera revisits without
changing the downstream loop-correction interface.

C. Channel-Consistent Verification

Geometric verification is performed using the camera pair
that generated the candidate. A front-front candidate is verified
with front-camera observations, a rear-rear candidate is veri-
fied with rear-camera observations, and cross-camera candi-
dates are verified using the corresponding calibrated front/rear
projection models. The verification follows the standard ORB-
SLAM3 loop-closing sequence: Sim3 RANSAC, projection
matching, Sim3 optimization with x? gating, and covisibility
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consistency checks. This makes the loop module camera-aware
while keeping the accepted loop constraint in the same pose-
graph correction framework.

D. Floorplan-Based False-Loop Rejection

After visual verification, I apply a simple floorplan-based
rejection gate. The estimated positions of the query and
candidate keyframes are projected onto the floorplan. If the
two positions are separated by a wall or fall into disconnected
floorplan regions, the loop candidate is discarded. This gate
does not generate loop candidates and does not optimize
the trajectory against the floorplan; it only removes visually
plausible but physically impossible false positives. In practice,
this was useful for repeated indoor structures such as similar
rooms, corners, and corridor segments separated by walls.

Loop candidates that pass both visual verification and the
floorplan gate are inserted into the standard ORB-SLAM3
loop-correction stage. The resulting correction is applied to the
shared body-centric trajectory, while front and rear observa-
tions remain associated with their respective camera channels.

III. ROLLING-SHUTTER HANDLING
A. Frontend Row-Time Correction

Upstream ORB-SLAM3 evaluates all keypoints in a frame
using the same camera pose. I extend this path with row-time-
aware handling for the fisheye cameras. For each keypoint,
its image row defines a readout-time offset, and gyroscope
measurements are integrated to estimate the relative rotation
AR(7) to the frame reference time. The corrected keypoint
location is used in the frontend for matching and pose refine-
ment.

B. Row-Time-Aware Projection Edge

For optimization, I keep ORB-SLAM3’s BA structure but
use a row-time-aware monocular projection edge. The residual
is evaluated from the original keypoint measurement at its
corresponding readout time, rather than from the frontend-
corrected keypoint location.

IV. STARTUP AND INERTIAL REFINEMENTS
A. Start-Aligned Initialization

ORB-SLAM3 creates the initial monocular map from a
two-view visual initialization before the inertial state is fully
established. In the upstream pipeline, the first successful
initialization pair determines the initial keyframes used by the
map. This is suitable for online SLAM, but in the challenge
setting the trajectory is later aligned using the provided initial
pose. If the first successful visual initialization is delayed by
several frames, the initialized map origin can be shifted relative
to the intended alignment time. When the rig is already moving
during this short interval, this small startup delay can introduce
an avoidable offset in the aligned trajectory.

I modified the startup stage to use a short sliding initializa-
tion window instead of relying only on the first accepted two-
view pair. Candidate initialization pairs are evaluated within
this window, and the selected pair is chosen to keep the

initialized trajectory close to the required start-pose alignment
time while still satisfying the visual initialization checks.
The underlying ORB-SLAM3 two-view reconstruction and
monocular-inertial MAP initialization are kept; the modifi-
cation only changes how startup frames are buffered and
selected.

B. Rotation-Aware IMU Preintegration

ORB-SLAM3 uses on-manifold IMU preintegration to
summarize high-rate inertial measurements between visual
keyframes [3]. In the upstream implementation, the rotation
increment is updated on SO(3), while the translational in-
crements are integrated using the preintegrated rotation at the
beginning of each IMU sample interval:

Avy; + Av;; + AR;jaAt, (4)
1
Apij < Apij + Avi; At + iARijaAtQ. (5)

I added a rotation-aware translational integration option
inspired by closed-form IMU preintegration [4]. Instead of
using only AtI and %AtQI for the velocity and position
increments, the modified update uses matrix terms that depend
on the angular increment within the IMU interval:

Avij — AVij + ARile (wAt)a, (6)
Apij + Apij + AvijAt + AR I (wAt)a. ()

This modification was motivated by the motion profile of
the challenge sequences. The rig is handheld/head-mounted,
and some runs contain fast rotations during startup, corridor
turns, and room-to-corridor transitions. These intervals are
also where visual tracking is more likely to be affected by
rolling shutter, motion blur, or short-lived feature loss. The
modified preintegration keeps the surrounding ORB-SLAM3
inertial factor and optimization structure unchanged, but makes
the local translational update more consistent with high-turn-
rate IMU intervals.
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